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Abstract— On-board video analysis has attracted a lot of in-
terest over the two last decades, mainly for safety improvement
(through e.g. obstacles detection or drivers assistance). In this
context, our study aims at providing a video-based real-time
understanding of the urban road traf�c. Considering a video
camera �xed on the front of a public bus, we propose a cost-
effective approach to estimate the speed of the vehicles on the
adjacent lanes when the bus operates on its reserved lane. We
propose to work on 1-D segments drawn in the image space,
aligned with the road lanes. The relative speed of the vehicles is
computed by detecting and tracking features along each of these
segments, while the absolute speed of vehicles is estimated from
the relative one thanks to odometer and/or GPS data. Using
pre-de�ned speed thresholds, the traf�c can be classi�ed in real-
time into different categories such as “�uid”, “congestion”. . . As
demonstrated in the evaluation stage, the proposed solution
offers both good performances and low computing complexity,
and is also compatible with cheap video cameras, which allows
its adoption by city traf�c management authorities.

I. INTRODUCTION

To get traf�c conditions in a city, most of City Traf�c
Management Centers (CTMC) use vehicle detectors based on
various technologies; induction loops, (�xed) video cameras,
lasers. . . While providing accurate information, the related
traf�c information is available only at speci�c places (where
the detectors are installed). To get traf�c conditions in
areas where vehicle detectors are missing, a reliable solution
consists in using the real-time position of a �eet of vehicles
through e.g. on-board GPS. For example, it is possible to
get abnormal traf�c situations (typically traf�c jam) thanks
to the travel times of public transport vehicles from one
stop to another. Nevertheless, public transport vehicles (i.e.
bus, tramway. . . ) nowadays use special lanes, and their real-
time position cannot be used anymore to characterize traf�c
conditions in the lanes dedicated to normal vehicles.

Assuming that a bus is operating on the same road than
other vehicles but on a reserved lane, we propose a traf�c
scene analysis solution able to evaluate the traf�c �ow of the
adjacent lanes, and to send the estimated traf�c conditionsat
regular time intervals to the traf�c management authorities.
The implemented video analysis component is intended to
provide traf�c �ow information wherever the bus is operating
(at any location of a street, in any street. . . ) thus allowing
CTMC to get more localized traf�c �ow information (e.g. in
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case of long road sections), as well as in areas where that
information was traditionally not available.

The proposed video-based module mainly focuses on the
automatic classi�cation of traf�c conditions, through the
estimation of the vehicles' speed on the adjacent lanes. In
the context of extraction of objects' speed, many approaches
have been proposed: blob tracking [1], [2], [3], active contour
tracking [4], 3D-model based tracking [5], [6], [7], Markov
random �eld tracking [8], color and pattern-based track-
ing [9]. . . Feature tracking approaches [10], [11], in which
speci�c points of an object are tracked, are probably ones of
the most popular way of extracting motion information from
an image sequence (its closest competitor being probably
optical �ow [12]). Such methods, which use features points
instead of whole object, are indeed useful in situations where
only a portion of an object is visible (partial occlusions).
The task of multiple-objects tracking (MOT) then becomes
a clustering task (grouping of tracked features based on one
or more similarity criteria). Practically speaking, features
points are �rst tracked throughout a Region Of Interest (ROI)
speci�ed in the image (adjacent lanes in our case). Feature
points which are tracked successfully over the entire ROI are
then considered in the clustering process. Grouping is last
performed by constructing a graph over time, with vertices
representing sub-feature tracks and edges representing the
grouping relationships between tracks.

In the feature-tracking context, existing techniques tend
to fall into two categories: correspondence-based techniques,
and texture correlation-based techniques. On the one hand,
correspondence-based techniques extract a set of features
from each frame (typically corner-like features), and then
attempt to establish correspondences between both sets of
features. These techniques require that the same feature can
be detected reliably and consistently across many frames. A
major drawback of such techniques is that correspondence
errors tend to be very large. On the other hand, texture
correlation-based techniques extract a set of features from the
�rst frame only. The position of these features in subsequent
frames is found by doing a global search inside a suitable
sized window for the position which correlates best with
the texture around the feature in the �rst frame (“block
matching”). The drawback of this technique is that features
tend to drift. They also fail when the texture in the subsequent
frame has been rotated, zoomed or skewed with respect to
the texture in the �rst frame (this occurs to some degree for
almost all types of object motion).

In our context [13], the video analysis algorithm has to
operate in fast varying lighting conditions (mobile outdoor
camera in urban context). Furthermore, vehicles displace-



ments may be large from one frame to the next one. As
a matter of fact, the Video Content Analysis (VCA) we
propose is based on the matching of the features extracted in
each frame. More precisely, the proposed algorithm lies on
the analysis of features grabbed on lines parallel to the road
(1-D pro�les). Features of vehicles that cross the �eld of
view of the camera are extracted and used to compute their
corresponding displacement. Speeds are then obtained using
the camera calibration data, while vehicles speeds in the
world coordinate system are inferred from the bus odometer
information.

The paper is organized as follows; presentations of the ap-
plication context and algorithm overview are �rstly addressed
in Sec. II. Sec. III then focuses on the video analysis itself,
from features extraction and processing to traf�c conditions
estimation. Sec. IV �nally presents quantitive evaluation
results, whereas conclusions are drawn in Sec. V.

II. CONTEXT AND ALGORITHM OVERVIEW

This work presented here was conducted in the scope of
the MORYNE project [13], which namely aims at “enhanc-
ing public transport ef�ciency through the use of mobile
sensor networks”.

A. MORYNE context

More precisely, MORYNE addresses the issues of Public
Traf�c Management and City Traf�c Management, especially
focused on traf�c in (sub-)urban areas. MORYNE proposes
to use Public Transport vehicles (e.g. buses, tramways) as
elements of a network of mobile sensors, and to study
dedicated technologies (e.g. video analysis) for providing
relevant traf�c data/information using such mobile sensors.

In this context, public busses are equipped with envi-
ronmental sensors (e.g. temperature, humidity. . . ), position
sensors (odometer, GPS. . . ), and vehicle detectors such as
cameras. Data are collected and analyzed on-board, and
used to monitor road and traf�c conditions. As depicted in
Fig. 1, collected data and estimated traf�c conditions are last
transferred to a CTMC to assist traf�c managers.

Fig. 1. Global architecture of the MORYNE system.

B. Algorithm overview

In this context, the VCA we propose takes live video data
and odometer information as inputs and estimates a real time
classi�cation of traf�c conditions in the lanes surrounding the
bus. The process requires the knowledge of the calibration of
the camera in order to extract real world distances and speeds
from the video. An overview of the traf�c scene analysis
algorithm is presented in Fig. 2.

Fig. 2. Overview of the video analysis method.

The algorithm principle is to estimate the speed of the
vehicles �ow of the adjacent lanes from a single camera.
In normal traf�c, on a15 meters road section, vehicles can
be considered to progress straight forward in their respective
lanes. Hence, in the �eld of view of the on-board camera,
vehicles have a 1-D translation movement. We therefore
propose to work with a set of 1-D segments aligned with the
road. Note that the camera �eld of view must be as aligned
as possible with all the lanes that have to be monitored,
including the bottom part of the video. The camera can
thus be placed either at the front, or the rear of the bus.
However, since a front view is more valuable for the human
interpretation of a congestion, we chose the front position
(see Fig. 3(a)). Fig. 3(b) shows a typical frame corresponding
to the adopted camera installation.

(a) Camera installation. (b) Camera view.

Fig. 3. Camera installation (a) and corresponding camera view(b) at
Potsdamer Stra� e (Berlin).

As mentioned previously, the algorithm is composed of
three main steps. In a �rst time, the vehicles' speeds relative
to the bus are computed. Features points are extracted
and tracked along time; real-world relative speeds are then
obtained thanks to the calibration information. Indeed, these



speeds are still subject to the camera translation (i.e. bus
displacement). The absolute speeds are secondly computed
using odometer data, which provide the distance covered
by the bus at regular time intervals (and from which the
bus speed can be inferred). The fusion of odometer and
relative speeds data then allows to estimate the real world
traf�c speeds. Finally, a classi�cation of speeds is performed:
thresholds are applied to the real-world speeds in order to
get the classi�cation of the traf�c load. The work-�ow corre-
sponding to this traf�c classi�cation algorithm is illustrated
in Fig. 4.

Fig. 4. Detailed algorithm of the video analysis.

In the following section, we focus on the video analysis
itself; system set-up and 1-D features extraction are �rstly
addressed. We then detail the features selection and matching
processes. Lane speed computation and corresponding traf�c
conditions estimation are �nally presented.

III. VIDEO ANALYSIS AND TRAFFIC
CONDITIONS ESTIMATION

As delineated in Sec. II-B, the approach we propose
relies on the analysis of pro�les (1-D features) grabbed on
lines parallel to the road. Features related to vehicles that
cross the �eld of view of the camera are extracted and
their displacement are then estimated. Relative speeds are
obtained from the camera calibration data, while vehicles
speeds in the world coordinate system are inferred from the
bus odometer information. In this section, we detail step-by-
step the algorithm structure related to this work-�ow:
A. setup of lane boundaries;
B. track line pro�les grabbing;
C. features detection in 1-D pro�le;
D. features matching over time;
E. average lane speed computation (relative speed);
F. real-world speed computation and traf�c conditions

estimation.

A. Setup of the lane boundaries

Once the calibration of the camera has been computed
(of�ine process), the position of the road lanes must be
stipulated. This can be easily set-up when the bus is operating
normally (aligned in its lane). The setup consists only
in providing one segment for each lane border through a
dedicated Graphical User Interface (GUI), as illustrated in
Fig. 5. This has to be done once at system installation, on-
board or remotely thanks to an embedded web server, and
can be easily duplicated in the case of a �eet of vehicles.

Fig. 5. Set-up of the lane boundaries using dedicated GUI.

Given the lane positions in the image space and the track
line spacing (typically0:5m), the track lines positions are
computed so that they �t to the road boundaries in the frame,
as depicted in Fig. 6.

Fig. 6. Track line positions (pink) after lane boundaries setup.

B. Track line pro�les grabbing

The interest of processing track lines pro�les rather than
2-D regions is twofold. First, 1-D pro�les aligned with the



road �t completely with the direction of the movements we
want to monitor. Second, this representation is more compact
and thus easier to process in a real time environment. Indeed,
processing 1-D pro�les allows to reduce the complexity of
the algorithm and thus the processing power required, and
the cost of the embedded platform.

The �rst step of the algorithm loop consists in collecting
the pixels values for each track line and to re-organize them
into 1-D luminance pro�les. If we make the assumption that
the vehicles are predominantly moving in straight line and
with a constant speed on the road (over a limited distance),
the follow-up of luminance variations raised by the vehicle
passage along the road allows to characterize its position
and its speed. A vehicle on the road is represented on
the luminance pro�le by a particular shape. An example
of luminance pro�le with a passing vehicle (red curve)
is given on Fig. 7. The small luminance variation before
the noticeable rectangular shape and the rectangular shape
itself correspond to the vehicle luminance “signature”. The
movement of the vehicle on several frames then appears as
a horizontal shift of this shape on the luminance pro�le; the
shift being proportional to the speed of the vehicle.

Fig. 7. Example of luminance pro�le when a vehicle lies on a track line.

C. Features detection in 1-D pro�le

On a luminance pro�le, a certain amount of remarkable
features can be identi�ed. These features are de�ned as a
subset of local minima and maxima as well as remark-
able in�exion points. To compute them, we use both the
luminance pro�le and the gradient pro�le (1-D derivative
of the luminance pro�le). The dif�culty lies in the way to
differentiate real features from noise. To do so, the real-
world position and intensity of the feature are stored for
later use only if the slopes before and after the eventual
features are signi�cant (above a certain threshold). Note that
this simple operation does not allow to �lter all shadows or
paints present on the road. The goal of this step is to extract
features that are considered to be suf�ciently remarkable to
be retrieved in the next frames of the video. There also can
be more than one vehicle, totally or partially visible, on a
single pro�le. At the end of the features detection step, we
have a set of so-called remarkable features with their position
and intensity for each track line.

D. Features matching over time

The lists of features computed on two pro�les of the same
track line grabbed at different times are then compared. This

pairing is realized with the aim to minimize the distances
between the two sets of features, distances expressed in
terms of luminance, gradient and position on the pro�le. A
�ltering is realized on the set of pairings (couples of features)
in order to remove non signi�cant displacements. In the
absence of narrow occluding objects, the features visible at
two different times will have the same relative ordering. This
observation, known as the ordering constraint, enables an
ef�cient algorithm for �nding the globally optimal solution to
the feature matching problem. Given two luminance pro�les
with features at locationsf x i j i = 1 : : : N1g and f x j j
j = 1 : : : N2g respectively, the goal of the algorithm is to
�nd a set of matchesM that obeys the ordering constraint
and minimizes the total matching score

P
i;j S(i; j ) where

S(i; j ) denotes the distance of matching featuresi and j .
The distanceS(i; j ) is a linear combination of the distance
between the two positions in the world coordinate system,
the distance between the features categories (the distanceis
in�nite for different feature categories,0 elsewhere) and a
distance between the features intensities. At the end of this
step, the estimated average displacement of features from one
frame to the next one is known for each track line (when the
matching function has succeeded).

E. Average lane speed computation

After having transformed the features positions from the
image space to the real world space (using calibration
information), the relative speed is obtained with the ratio
between the positions and the time between the two pro�les
considered. Generally, several features are selected per pro-
�le and so a set of speeds is computed. The speed disparity
is due to the different heights of the points considered, the
lowest speed always represents the features closest to the
ground and so the most signi�cant speed. For each pro�le,
the extracted speed on the current frame is stored in a history.
It is then possible to extract a mean speed for each lane if
the speeds computed on the different pro�les are coherent.

F. Real-world speed computation and traf�c condition esti-
mation

From the previous steps, we have an history of frame-by-
frame features speeds in each lane. The speeds we obtained
are the speeds relative to the bus movement. Therefore,
one need to add the bus speed (using odometer information
provided by the On-Board Unit (OBU)) to get real vehicle
speeds in each lane. Since frame-by-frame speed measures
might be noisy, we evaluate the average speed on each lane
over a time period, e.g. one or two second(s). If the speed is
signi�cant, we assume that the features we have tracked were
relying on vehicles and the traf�c situation can be classi�ed
according to speed thresholds. Speed thresholds' values and
corresponding traf�c conditions will be detailed in Sec. IV-
B.2.

Note that if the speed is very low, e.g. lower than10km=h,
the speed might has been measured with ground markings
(like crosswalk paints). In this case, we use the chrominance
pro�les of the track lines in order to differentiate between



road features and stopped vehicles in a traf�c jam. A simple
threshold is applied to the chrominance pro�les. If the
pro�les are colored, we conclude that there are stopped
vehicles on the road. If the pro�les are not colored over
a certain distance, we assume that the features we have
detected are not part of vehicles and then, the traf�c is �uid.

Tab. I �nally illustrates the algorithm main steps; �rst, the
luminance pixel values are grabbed along each pro�le. The
red curve in the �rst row shows the current luminance pro�le
grabbing result for the �rst pro�le. Then, the remarkable
features are extracted from those pro�les. Those features are
displayed with vertical arrows (second row and below) with
colors referring to the related category (minima, maxima. .. ).
For each pair of frames, the feature matching algorithm is
applied to get an average displacement between the two
features sets (third row and below). The matching search-
window amplitude (in pixels) is indicated by the two horizon-
tal yellow arrows; allowed displacement are logically bigger
near the bus (left yellow arrow) than at the end of the track
lines (right yellow arrow). The matching is achieved in both
forward and backward ways, which allows to obtain either
positive or negative speed (relative to the bus movement)
for each pro�le. In the �gure, those speeds are displayed on
top of the original video with green and red arrows. Red
arrows show positive relative speeds while green ones show
negative relative speeds. Then, an average relative speed can
be extracted for each lane when the speeds of its pro�les
are coherent enough. True vehicles �ow speeds are �nally
obtained while merging those relative speeds with the public
transport vehicle odometer information.

In order to prove that the proposed VCA is generic and
that it could also support real time bus lane enforcement
by the law enforcement authorities, a detection of bus lane
violations was also implemented, by deduction from the
algorithm in charge of the traf�c scene analysis. Although
being of second importance with respect to the traf�c con-
ditions classi�cation, such functionality is desired by both
bus lane authorities and police with respective objectivesto
enhance traf�c �uidity and safety in urban environments, and
to report unauthorized drivers.

Brie�y, the video analysis system triggers an alarm if both
1. the bus is riding in its reserved lane, and 2. a vehicle
is detected in front of the bus. While the OBU provides
the information needed to check the �rst condition, the
traf�c analysis results are used to validate the second one.
More precisely, the history of traf�c speeds classi�cationis
backwardly inspected. If the traf�c speed in the bus lane is
considered to be congested or busy for a de�ned duration, it
means there is probably one or more vehicles in front of the
bus. The second condition is then ful�lled, and a potential
bus lane violation is thus detected.

Next section presents objective evaluation results obtained
while measuring the system performance in real-scale con-
text; effectiveness of the method, as well as deployment
capabilities, are measured with respect to real-world data
acquired for the project purpose.

TABLE I

1-D FEATURES DETECTION AND TRACKING: ALGORITHM MAIN STEPS

Luminance
pro�le
grabbing

Remarkable
features
detection

Features
matching

Speed
computation
(relative to the
bus movement)

Lane speed
extraction and
traf�c situation

IV. EXPERIMENTS

A. System set-up, dataset and evaluation procedures

1) System set-up:The VCA module was implemented
in C++ and integrated in an embedded platform with
Intel 800MHz CPU and128MB RAM. The system was
used for the �nal demonstration of the MORYNE system
in Berlin, which demonstrates its capabilities to �t in a
real-scale environment.

2) Datasets:Around two hours of video sequences with
the �eld of view shown on Fig. 3 were recorded in Berlin, to-
gether with the corresponding camera calibration data. These
sequences have been acquired in the vicinity of Potsdamer
Stra� e and Jakob-Kaiser platz (Berlin), where the speed limit
is of 50km=h.

In these sequences, the bus is operating as in real condi-
tions but does not take any passengers while stopped at bus



stops. With respect to this dataset, the experiments conducted
for the algorithm evaluation were performed in two different
road conditions:

� demonstration site (Potsdamer Stra� e);
� out of the demonstration site (e.g. from and to the BVG1

bus depot).
Furthermore, as illustrated in Fig. 8, various weather/time-

of-day conditions are encountered in this dataset;
day/evening, sunny/cloudy/rainy. It worth mentionning
that the video stream can still be processed in night-
time conditions, thanks to both exterior lighting and
lighting coming from the bus itself. Note that the video
dataset and associated metadata are freely available at
http://www.fp6-moryne.org/ .

(a) Night conditions. (b) Rainy conditions.

Fig. 8. Weather/time-of-day conditions encountered in the dataset used.

3) Evaluation procedures:The experiments were per-
formed using previously mentioned dataset, in which the
traf�c is generally �uid. The algorithm was set-up so as to
detect congestion queue lengths of50m (which can occur
before some traf�c lights).

Due to the fact that a mobile traf�c data sensor does not
collect the same data than �xed sensors (e.g. inductive loops),
it was not possible to assess every aspect of the algorithm
through an objective framework based on currently used
sensors. Some of the performances are then measured thanks
to a manual annotation (ground truth) of what the algorithm
should provide for a large set of video sequences, or other
datasets with related metadata of interest. However, some of
these annotations form objective results (e.g. there is a bus
lane violation; a vehicle queue of more than 50 meters is
stopped before the traf�c light).

The total number of these experiments represents256
traf�c classi�cation periods (128min ), 38 bus lane violations
and5 congestions of more than50m length. In the following
section, we compare the outputs of the algorithm with what
it should have produced. For each result, we give the number
of true events, the number of detected events and the ratio
in percentage.

Note that several parts of the evaluation were performed
with regards to end-user requirements [14] (in terms of
contexts-of-use, usability, metrics, targeted performance. . . ),
which highlight the real-scale capabilities of the proposed
system.

1The BVG (Berlin Buses Authority) is the biggest municipal public trans-
port company in Germany and operates the country's largest underground
railway system.

B. Evaluation results

1) Speed measurements:In a �rst time, we evaluate the
performance of the vehicles' speed estimation. So as to
objectively validate the speed measurements, we use a non-
public video dataset of traf�c surveillance, for which the
associated vehicles speeds (right lane) were given by a laser
sensor. Although the camera height is not representative of
the MORYNE context, the camera is localized outdoor. Fig. 9
shows a snapshot of this video dataset at10 : 30AM with
clouds.

Fig. 9. Sample frame of the dataset used for speed evaluation.

Fig. 10 shows the accuracy of the speeds extracted by
the proposed algorithm when compared to the reference
laser sensor. When compared over a long period (3 days),
under varying weather conditions (day, night, sun, heavy
rain, mist), the algorithm provides excellent performances
for the vehicles driving below60km=h, which is the range
of speeds of highest interest in our traf�c management
application context. Indeed, traf�c management authorities
generally consider that congestions, which are the most
interesting traf�c conditions to detect, occur below30km=h.

Fig. 10. Objective performance evaluation of speed measures (static
camera).

2) Traf�c �ow classi�cation: For these experiments, the
traf�c �ows were decomposed into four different classes:

� “congestion”, i.e. more than50m of a vehicle queue
runs below the congestion speed threshold of30km=h.



� “slow down”, i.e. between25 and 50m of a vehicle
queue runs below the congestion speed threshold of
30km=h.

� “busy”, i.e. vehicles with speed below the busy speed
threshold of40km=h have been observed for at least
half the classi�cation period and half the distance op-
erated by the bus during this period.

� “�uid”, i.e. other situations. Few vehicles and/or high
speeds.

Tab. II shows the detailed performances obtained for each
class, while Tab. III gives the global performances of the
traf�c �ow classi�cation algorithm.

TABLE II

TRAFFIC FLOW CLASSIFICATION DETAILED PERFORMANCE

True class Found class
Samples Name Fluid Busy Slow Congest.

down
191 Fluid 186 (97%) 1 (1%) 4 (2%) -
33 Busy 16 (48%) 13 (39%) 4 (12%) -
26 Slow down - 1 (4%) 23 (88%) 2 (8%)
6 Congest. - - - 6 (100%)

TABLE III

TRAFFIC FLOW CLASSIFICATION OVERALL PERFORMANCE

Number of samples Performance
Good classi�cation 228 89%
Error of one class 24 9%

Error of two classes 4 2%
Error of three classes 0 0%

Total 256 100%

Regarding the wrong classi�cation rate, with respect to
end-users requirements [14], the performance target was
below 20% of wrong classi�cation. When looking at the
average classi�cation results (Tab. III), the number of good
classi�cations is89% of the total samples. This result �ts
with the targeted performances and shows the ef�ciency of
the proposed method. We can also notice that only2% of the
cases have a classi�cation error with a distance of two levels
(indeed corresponding to “slow down” instead of “�uid”),
which also con�rms the precision of the classi�cation.

When inspecting Tab. II, we see that most of the errors
are on the “busy” class;39%of true detections for this class,
while 88%, 97% and 100% for the other ones. Indeed, in
about 50% of the cases, the class which is estimated by
the algorithm is “�uid” instead of “busy”. Consequently, the
performance is rather poor for this class. Although reducing
the number of possible classes to three (thereby merging
“�uid” and “busy”) could be a simple solution to overcome
this weakness, we believe that keeping both “�uid” and
“busy” classes would help understanding situations where
the traf�c is dense while speeds are high (which is clearly
an added value).

It worths noting that in case there are a lot of vehicles, it
is dif�cult to visually/manually determine if these vehicles
run over or below a busy speed threshold of40km=h. This
means that some of the “busy” errors might come from the

TABLE IV

DETAILED PERFORMANCES FOR ONLY THREE CLASSES

True class Found class
Samples Name Normal Slow Congestion

speeds down
224 Normal speeds 186 (97%) 8 (4%) -
26 Slow down 1 (4%) 23 (88%) 2 (8%)
6 Congestion - - 6 (100%)

TABLE V

OVERALL PERFORMANCES FOR ONLY THREE CLASSES

Number of samples Performance
Good classi�cation 245 96%
Error of one class 11 4%

Error of two classes 0 0%
Total 256 100%

fact that our current de�nition of a “busy” traf�c does not
�t with the subjective evaluation of what a “busy” traf�c is
(in other words, ground truth data could be responsible for
a part of the classi�cation errors obtained for this class).A
way to cope with such false detections could be to remove
the busy speed threshold parameter from the algorithm and
just consider that the class is “busy” when a de�ned road
occupancy level is observed during the classi�cation period
(which is a criterion that can be objectively annotated).

When brie�y looking at the classi�cation performance
for three classes (Tab. IV and V), we can notice that
the algorithm performs clearly better (96% of overall true
detections instead of89% for four classes).

To conclude with the traf�c conditions estimation, the
classi�cation performs quite well (and within the range of
end-user expected performances) when it provides4 different
classes (note that VMZ2 currently uses only3 classes).
However, since it is possible to point out the speci�c case
where most of the errors occurs, there is still some space for
future improvement of the classi�cation performances (i.e.
by proposing a dedicated decision making process to differ-
entiate between “�uid” and “busy”). Last, while the modeling
(track lines) used in the algorithm is implicitly designed
for “straight roads”, the dataset used contains normal bus
changes direction and road intersections. Although the track
lines are not aligned anymore with the road in this cases,
the speed history computed over the classi�cation period,
combined with the speeds' threshold, allow to cope with such
situations, and to ensure the reliability of the classi�cation,
as demonstrated in this evaluation.

3) Bus lane violation:We last present the evaluation of
the bus lane violation; in this case, the targeted false alarms
rate (expressed by the bus lane and police authorities [14])
was below10%. Moreover, it was decided that the most
important criterion was the number of false alarms and
no �gure was given for the performance in terms of true
detections. Indeed, law enforcement authorities considerthat
checking all the detected violations is much more expensive
(in terms of human resources) than missing some true ones.

2Berlin Traf�c Management Centre (known asVMZ Berlin in Germany).



The number of missedbus lane violationis also of less im-
portance since people who violate bus lanes will statistically
be detected after a certain period of time.

A shown in Tab. VI, the number of false detections we
obtain is particularly low (2:6%) and thus matches in the
initial 10% target performances. Furthermore, more than
50% of the bus lane violations have been detected, which
is clearly acceptable with regard to the2:6% of false alarms
(i.e. 0.5 false alarm / bus /hour).

TABLE VI

BUS LANE VIOLATION ALARMS

True detections False detections
Samples Nb samples % Nb samples %

38 21 55% 1 2.6%

Last, note that in case of a real-scale deployed sys-
tem, it would be necessary to add some Licence Plate
Recognition (LPR) software to the VCA module, so as to
both considerably reduce the number of wrong detections,
and automatically classify the vehicles between authorized
(police, taxi, ambulance. . . ) and non-authorized ones.

V. CONCLUSION

In this paper, an on-board bus video analysis solution for
real-time traf�c conditions estimation has been proposed.
It allows to perform the classi�cation of the traf�c �ow
situation in urban areas (such as “normal”, “congestion”. .. ),
as well as to trigger alarms when e.g. a bus lane violation is
detected.

The proposed method relies on the estimation of the speed
of vehicles adjacent to public buses in urban areas. One of
the interest of our approach lies in the fact that the algorithm
analyzes 1-D luminance pro�les grabbed on lines parallel to
the road. Indeed, while this modeling is clearly well-suited
to characterize vehicles displacements on the road, it is also
more compact than 2-D features, and thus easier to process
in a real time environment. Hence, such process allows to
reduce both the algorithm complexity and the processing cost
for an embedded platform.

Experiments with real-world data have shown that the
speed estimation used to perform the classi�cation performs
relatively well, as long as the vehicles' speed does not exceed
60km=h (which is in adequation with urban context). Re-
garding the traf�c conditions estimation itself, the algorithm
performances are higher than the one initially targeted in
the project (expressed by end-users). While the classi�cation
already performs quite well when using4 classes (89% of
true detections), it is clearly better (96% of true detections)
when using only3 classes (which is the current number
of classes used in deployed systems). However, since the
speci�c case where most of the errors occurs in the4-classes
case have been pointed out, future improvements can already
be envisaged to improve the performances. When dealing
with bus lane violations, and as initially required in the
project, the algorithm provides a very low number of false
detections while preserving an acceptable detection rate.

Eventually, from the scalability/deployment point of view,
the proposed system was integrated in an embedded platform
used for the �nal demonstration of the project in Berlin,
which allows to highlights its capabilities to cope with a real-
scale environment and its interest for city traf�c management
authorities.
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